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Introduction

AI/ML predicts returns. Capital is increasingly managed by AI.

Conjecture: AI-driven strategies will make markets more efficient.

But partial-equilibrium reasoning—backtests on fixed data.

Misses the feedback between learning and price formation.

Each algorithm’s training data is endogenous to competitors’ behavior.

Question:
Do multi-agent learning effects generate new frictions that offset the gains
from better prediction?
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This Paper

A controlled market simulation of multi-agent learning:

J AI traders learn portfolio policies by deep RL; endogenous prices;
traders have price impact; one period — collusion ruled out by design.

Main finding — a co-learning bias (or algorithmic self-attribution bias):

AI policies less aggressive than Nash — as if coordinating.

Mechanism: omitted variable bias in the algorithm’s value function.

Algorithm reads (Sell, Price ↓) as its own price impact—not peers’.

Statistical, not strategic — inherently multi-agent (none at J=1).

Outcome: higher AI returns, lower market efficiency.
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Related Literature

Algorithmic behavior in markets: Calvano, Calzolari, Denicolò, and
Pastorello (2020), Dou, Goldstein, and Ji (2025), Colliard, Foucault,
and Lovo (2025), Guarino, Jehiel, and Symons-Hicks (2025), Yang
(2024).

◦ We identify a multi-agent learning friction that arises even though our
environment rules out collusive strategies by design.

Learning-induced coordination: Banchio and Mantegazza (2023).

◦ Different mechanism: OVB in continuous actor-critic vs. stale action
values in tabular Q-learning.

◦ Different solution: augmented critic vs. uniform learning rates.

Multi-agent RL: Lowe, Wu, Tamar, Harb, Abbeel, and Mordatch
(2017), Albrecht, Christianos, and Schäfer (2024).

◦ We give centralized vs. decentralized an economic interpretation.
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Roadmap
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5 The Value of Trading Data Information
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Sangiorgi, Gufler, Tarantino (Deep) Learning to Trade



Introduction Model Co-Learning Bias Results Identifying the Source Value of Information Discussion Conclusion

Setup

J ≥ 1 symmetric AI traders + representative investor (log-linear
demand); one risky asset (endogenous R) + one riskless asset (Rf ).

Public state z : sufficient statistic for expected capital gain.

Market-clearing return (α = fraction of shares held by the J traders):

R = ez+η−σ2
η/2 (1− α)γ + dy , η ∼ N (0, σ2η).

Trader j’s one-period expected payoff (chooses θj ∈ [θL, θH ]):

g(z , θj , θ̄−j) = Rf + θj(R̄ − Rf )− Λ
2 θ

2
j , θ̄−j :=

1
J−1

∑
k ̸=j

θk .

θ̄−j enters g through α via market clearing; for long positions g3 < 0.

Nash equilibrium: θ∗(z) solves g2(z , θ
∗, θ∗) = 0 (unique, symmetric).
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The λ-Coordination Benchmark

Consider the equilibrium of the game in which each trader j solves

max
θj

g
(
z , θj , (1−λ) θ̄−j + λ θj

)
, λ ∈ [0, 1].

Misperception:
Trader j optimizes as if a fraction λ of θ̄−j were determined by its own
choice, overstating its own price impact — a form of self-attribution bias.

Symmetric Equilibrium (Nash FOC + λ×externality):

g2(z , θ, θ) + λ g3(z , θ, θ) = 0.

λ=0: Nash θ∗(z).

λ=1: coordinated θc(z)≤θ∗(z) (joint maximization).

λ ∈ (0, 1) : θc(z) ≤ θ(z ;λ) ≤ θ∗(z) (conservatism).
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Decentralized Learning: DDPG

AI traders use Deep Deterministic Policy Gradient (Lillicrap, Hunt,
Pritzel, Heess, Erez, Tassa, Silver, and Wierstra, 2015).

Actor µ(z ;ϕ): state → portfolio weight (the policy).

Critic Q(z , θ;ψ): estimates expected payoff at (z , θ).

Both: neural networks trained on a replay buffer of past data Bj .
Updates use randomly drawn mini-batches B from B.

Execution with exploration:

θj ,t = clip
(
µ(zt ;ϕj ,t) + σ(t) εj ,t , θL, θH

)
, εj ,t

i.i.d.∼ N (0, 1),

where σ(t) decreases over time during training.
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Actor Update Rule

The actor maximizes E[Q(z , µ(z ;ϕj);ψj)] by ascending the critic’s
gradient:

ϕj ← ϕj + ηµ
1

|B|
∑
i∈B

∂Q(zi , θ;ψj)

∂θ

∣∣∣∣
θ=µ(zi ;ϕj )︸ ︷︷ ︸

critic gradient — the learning signal

∇ϕµ(zi ;ϕj).

If critic knew g : ∂Q/∂θ = g2.

Instead, the critic estimates this from replay data.

If the critic gradient is biased ⇒ the learned policy is biased.
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What the Critic Learns

The critic minimizes squared prediction error ⇒ it approximates

Qj(z , θ) ≈ EBj

[
g(z , θ, θ̄−j) | z , θ

]
.

Problem: θ̄−j is payoff-relevant but omitted from the critic’s inputs.

The critic averages over θ̄−j using replay data. Define:

mj(z , θ) := EBj

[
θ̄−j | z , θ

]
.

Differentiating — θ is both a payoff argument and a conditioning variable:

∂Qj

∂θ
≈ EBj

[
g2 | z , θ

]︸ ︷︷ ︸
direct effect

+ Dj(z , θ)︸ ︷︷ ︸
co-learning term
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The Sign of the Co-Learning Bias

The co-learning term — exact, no approximation:

Dj(z , θ) =
∂

∂θ′
EBj

[
g(z , θ, θ̄−j) | z , θ′

]∣∣∣
θ′=θ

.

Proposition 2 (Sign of the co-learning bias)

If policies co-evolve during training, then mj is nondecreasing in θ and the
co-learning term has the sign of the payoff externality g3.

Co-evolution: policy changes positively aligned across traders.

Common learning drift ⇒ buffer covariance Cov(θj , θ̄−j | z) ≥ 0.

Trading game: g3 < 0 ⇒ conservative policies.
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The Co-Learning Bias is an Omitted-Variable Bias

Corollary (measurement): to evaluate Dj , expand around mj and project
θ̄−j linearly on θj given z :

∂Qj

∂θ
≈ g2︸︷︷︸

≈ true marginal value

+ g3 · βj(z),︸ ︷︷ ︸
omitted-variable bias

βj(z) =
CovBj

(θj , θ̄−j | z)
VarBj

(θj | z)
.

β > 0: policies co-evolve in training; more (less) aggressive at high (low) z .

The OVB formula:

OVB(z , θ) = θ
∂R̄

∂θ̄

J − 1

J
βj(z)

∂R̄
∂θ̄

< 0: overstates cost of aggressive positions.

Vanishes at J = 1 (inherently multi-agent); grows with |∂R̄
∂θ̄
|, J, and β.
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β = λ: Co-learning Induces Coordination

Setting the critic gradient = 0 (symmetric profile):

g2(z , θ
AI, θAI) + β(z) g3(z , θ

AI, θAI) = 0

This is the λ-coordination benchmark at λ = β(z).

β(z) is a statistic of training data, not a behavioral assumption.

AI traders behave as if they internalized fraction β of the externality.

Compute β(z) from training data ⇒ predicted policy θAI(z ;β(z)).
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Beyond the Trading Game

In a symmetric one-shot game g(z , θj , θ̄−j), decentralized learning yields

g2(z , θ
AI, θAI) + β(z) g3(z , θ

AI, θAI) = 0.

Sign of the bias = sign of the externality g3:

g3 < 0 (negative externality, e.g. price impact): conservative policies.

g3 > 0 (positive externality, e.g. spillovers): aggressive policies.

Either way, learning moves policies toward the coordinated benchmark.

This paper: trading game, g3 < 0.
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Experimental Design

Parameter grid (6× 3× 2 = 36 configurations):

J ∈ {1, 2, 5, 10, 20, 50}. J = 1: single-agent control.

Jω ∈ {0.1, 0.2, 0.4}: collective trader size.

Portfolio constraint: θ ∈ [0, 1] (long-only) or [−0.5, 1.5] (long-short).

Training: 50 independent simulations per configuration, T = 100,000.

Evaluation (on 10,000 out-of-sample z-draws):

Policy gap: E[|θ̄AI(z)| − |θ∗(z)|]
Regret: E[rBR]− E[rAI]; rBR is the best response to J−1 opponents.

Market efficiency: ME = σ2η/[Var(z + γ log(1− α)) + σ2η]
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Policies: The Co-Learning Bias

All results: long-short (θ ∈ [−0.5, 1.5]), Jω = 0.2.
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Baseline (blue) lies below Nash (dashed) for all J ≥ 2.

Gap grows with J. At J = 1: no bias. All Jω
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Returns and Market Efficiency

Previous slide: Co-learning bias curbs trading aggressiveness.
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Regret Decomposition

Idea: retrain each AI vs. opponents’ fixed terminal policies (return E[r̂ ]).

E[rBR]− E[rAI]︸ ︷︷ ︸
Total regret

= E[rBR]− E[r̂ ]︸ ︷︷ ︸
Func. approx.
(NN error)

+ E[r̂ ]− E[rAI]︸ ︷︷ ︸
MARL externality

(learning while others learn)
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FA (grey): small and stable in J (4–5 bp).
MARL externality (teal): grows with J, up to 90% of total regret.
Numbers
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Diagnostic 1: The Critic’s Gradient Carries the Bias

Regress measured critic-gradient bias on its predicted value (theory:
κ = 1).

Bc,s = a0 + κPc,s + εc,s (30 configs× 50 sims)

Pooled Config. FE

κ̂ 1.17 1.22
(0.09) (0.08)

R2 0.39 0.43

Measured bias tracks the prediction (slope modestly above one).

Across markets: average OVB explains R2 = 0.75 of policy-gap
variation.
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Diagnostic 2: OVB Predicts the Magnitude of the Bias

Compute β(z) from training data, solve g2(z , θ
p, θp) + β(z) g3(z , θ

p, θp) = 0.

Test if MSEp/MSENash < 1: prediction beats Nash.

J Ratio

2 0.53
5 0.32
10 0.29
20 0.19
50 0.13

Ratio < 1 in every configuration, all Jω. All Jω

J = 50, Jω = 0.2 long-short: captures 87% of the deviation.

Implied β̄: 5–9% across configs — small β amplified into substantial
conservatism.
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Diagnostic 3: Centralized Critic — Causal Identification

Intervention: change the critic’s input from Q(z , θj) to Q(z , θj , θ̄−j);
everything else identical (actor, exploration, hyperparameters).2
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Policy gap → 0 (orange tracks Nash).
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Regret drops to FA floor (orange stars).

Interpretation: the only difference is the critic’s input.

⇒ The omitted variable θ̄−j is the cause (not generic multi-agent effects).

2MADDPG: Multi-Agent DDPG (Lowe et al., 2017).
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Asymmetric Experiment: Value of Trading Data

Setup: One agent trains with centralized critic, J − 1 with decentralized.

“Informed agent” observes competitors’ past trades during training.

“Uninformed agents” train as before.

Results:

Informed earns on average 24 bp more than uninformed ( Figure ).

Informed agent: regret ≈ FA floor in every configuration.

Note: This is not information about fundamentals.

Information about competitors’ historical trades during learning.

Valuable only while multiple algorithms learn simultaneously.
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Value of Information ≈ MARL Externality

If the informed agent is “small” so that E[runinfo] ≈ E[rAI]

E[r info]− E[runinfo]︸ ︷︷ ︸
return advantage

≈ E[r̂ ]− E[rAI]︸ ︷︷ ︸
MARL externality

Approximation works at large J, small Jω:

Return advantage (bp) MARL ext. (bp)

Jω=0.1, J=50, long-short 11.0 10.4
Jω=0.1, J=50, long-only 3.6 3.7

Paired per-sim differences: 0.9 bp (s.e. 4.6) LS; 0.6 (s.e. 1.1) LO — indistinguishable from zero.

Interpretation:

MARL externality = willingness to pay for competitors’ past trading data.
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Discussion: Cross-Sectional Predictions

Where the bias is largest (from OVB = θ ∂R̄
∂θ̄

J−1
J β):

Illiquid markets: large |∂R̄/∂θ̄|, thin liquidity.

Intense algorithmic competition: large J.

Pronounced co-learning: large β, aligned predictors.

Inaccessible peer-trade data: opaque or fragmented markets.
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Discussion: Policy Implications

Information-exchange mechanism (sketch):

Regulator collects θj ,t , redistributes θ̄−j ,t to participating firms.

Firms condition critic training on θ̄−j ,t ⇒ OVB corrected, returns rise.

Minimal footprint: one scalar aggregate per asset.

Free-riding: unilateral disclosure brings no gain ⇒ adoption may fail.

Detection: co-learning bias is statistical, not strategic — standard
tacit-collusion screens (price triggers) would miss it.
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Conclusion

Co-learning bias in AI-populated markets:

Decentralized learning ⇒ OVB in the critic ⇒ conservative portfolios.

Absent at J = 1, grows with J. Not collusion—one-period setting.

Higher collective returns, lower market efficiency.

Value of competitors’ data ≈ MARL externality.

Broader message:

A learning-induced tendency toward coordination, absent in
representative-AI agent models.

Learning bias depends on the economic environment.

Sangiorgi, Gufler, Tarantino (Deep) Learning to Trade
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Appendix: Relation to Banchio and Mantegazza (2023)

Closest related paper: tabular Q-learning in 2-player PD; “spontaneous
coupling.”

BM (tabular Q) Our paper (continuous actor–
critic)

Representation Discrete action values (cells) Single parameterized critic
Mechanism Uneven learning rates leave less-

played actions stale
OVB in critic’s action gradient
(β > 0)

Biased object Relative levels of action values Action derivative ∂Q/∂θ
Sign / direction Determined by PD payoff inequal-

ities
Determined by g3 (price-impact
channel)

Remedy Uniform learning rates / syn-
chronous updating

Augment critic with θ̄−j as input

Setting Normal-form game (PD) Endogenous-price asset market

Both are training-process distortions in multi-agent learning.
Neither framework subsumes the other: BM’s tools require finite
action sets + Lipschitz additive updates; our gradient argument
requires a smooth parameterized critic.

Back
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Appendix: DDPG Training Details

Parameter Value Description

Actor network 1-32-1 One hidden layer, ReLU, tanh output
Critic network 2-64-64-1 Two hidden layers, ReLU, linear output
Learning rate 10−3 Adam optimizer, both networks
Minibatch size 512 Per update step
Replay buffer 100,000 Expanding window (no deletion)
RWS decay λ = 5× 10−5 Recency-weighted sampling
Exploration noise σ0 = 1.0 → σT = 0.01 Exponential decay
EMA rate τ = 0.005 Polyak averaging for evaluation
Critic warmup 1,000 steps
Actor warmup 2,000 steps
Actor update freq Every 2 critic updates

Centralized critic: 3-64-64-1 with inputs (z , θj , θ̄−j).
All other hyperparameters identical across experiments.
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Appendix: Policy Gap (All Jω, Long-Short)

Policy gap: E
[
|θ̄AI(z)| − |θ∗(z)|

]
. Negative = conservatism.

J ·ω J=1 J=2 J=5 J=10 J=20 J=50

0.1 0.001 −0.009 −0.019 −0.024 −0.025 −0.025
0.2 0.004 −0.010 −0.032 −0.034 −0.040 −0.042
0.4 0.004 −0.007 −0.026 −0.019 −0.017 −0.018

Gap absent at J = 1, grows with J across all Jω.

Larger at Jω = 0.2: stronger price impact × more room to deviate.

Back
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Appendix: Returns (All Jω, Long-Short)

Certainty-equivalent excess return (%). Bold: AI. Normal: Nash.

J ·ω J=1 J=2 J=5 J=10 J=20 J=50

0.1
24.23 23.45 22.34 21.96 21.70 21.54
24.29 23.43 22.11 21.58 21.29 21.11

0.2
13.48 12.39 10.60 9.69 9.34 9.04
13.53 12.30 9.95 8.87 8.28 7.91

0.4
7.09 6.33 4.93 3.85 3.27 2.91
7.13 6.26 4.29 3.26 2.66 2.27

AI returns ≥ Nash in every cell for J ≥ 2.

Gap grows with Jω (larger collective size ⇒ more price impact
moderated).

Back
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Appendix: Market Efficiency (All Jω, Long-Short)

ME gap (AI − Nash, pp). ME(J=0) = 0.143.

J ·ω J=1 J=2 J=5 J=10 J=20 J=50

0.1 +0.2 −0.2 +0.1 +0.3 +0.4 +0.4
0.2 +0.8 −1.0 −2.7 −2.4 −2.4 −1.8
0.4 +0.4 −2.2 −7.4 −6.6 −6.0 −5.4

ME loss negligible at Jω = 0.1 (traders too small to move prices).

Up to 7.4 pp at Jω = 0.4: conservatism has larger price impact when
traders are collectively large.

Back
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Appendix: Regret Decomposition (Jω = 0.2, Long-Short)

Component J=1 J=2 J=5 J=10 J=20 J=50

Total 5.3 13.2 39.9 36.9 43.9 44.0
Func. Approx. 5.3 5.1 4.4 4.7 4.7 4.6
MARL Ext. 0.0 8.1 35.5 32.3 39.3 39.5

Expl. Noise — 1.9 3.8 4.6 5.2 4.2
Non-stationarity — 6.2 31.7 27.7 34.1 35.2

MARL Ext. Share 0% 61% 89% 87% 89% 90%

FA is small and stable: 4–5 bp across all J.

MARL ext. dominates: up to 90% of total regret.

Non-stationarity ≫ exploration noise within MARL ext.

Qualitatively similar across Jω (all Jω).

Back
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Appendix: Regret Decomposition (Long-Only)

J ·ω Component J=1 J=2 J=5 J=10 J=20 J=50

0.1 Total 3.2 5.0 5.1 6.1 6.4 5.7
MARL Ext. Share 0% 47% 56% 64% 67% 66%

0.2 Total 4.3 9.4 16.5 11.8 13.4 13.1
MARL Ext. Share 0% 65% 80% 71% 79% 78%

0.4 Total 2.7 7.3 15.3 17.5 25.4 19.5
MARL Ext. Share 0% 50% 77% 80% 87% 83%

Same qualitative pattern as long-short but smaller magnitudes.
Constraints bind more often ⇒ less room for the bias to operate. Back
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Appendix: Regret Decomposition (Long-Short, All Jω)

J ·ω Component J=1 J=2 J=5 J=10 J=20 J=50

0.1 Total 6.1 11.3 16.3 16.7 15.5 14.5
MARL Ext. Share 0% 57% 71% 75% 73% 72%

0.2 Total 5.3 13.2 39.9 36.9 43.9 44.0
MARL Ext. Share 0% 61% 89% 87% 89% 90%

0.4 Total 4.3 9.5 35.7 30.3 25.8 23.9
MARL Ext. Share 0% 55% 88% 85% 83% 82%

MARL ext. accounts for 47–90% of total regret across all configurations.
Back
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Appendix: Predictive Test (All Jω, Long-Short)

MSEpred/MSENash. < 1: prediction beats Nash.

J Jω = 0.1 Jω = 0.2 Jω = 0.4

2 0.71 0.53 0.64
5 0.46 0.32 0.27
10 0.37 0.29 0.27
20 0.36 0.19 0.21
50 0.30 0.13 0.20

Ratio < 1 in every cell. Median for J ≥ 5: 0.28.
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Appendix: Market Efficiency

Market efficiencyME : fraction of capital-gain variance attributable to
noise.

ME =
σ2η

Var(z + γ log(1− α(z)))︸ ︷︷ ︸
predictable component

+σ2η

ME at Jω = 0.2 (long-short). ME(J=0) = 0.143.

J=1 J=2 J=5 J=10 J=20 J=50

Nash 0.364 0.482 0.546 0.556 0.558 0.558
AI 0.372 0.472 0.519 0.532 0.534 0.540
Gap (pp) +0.8 −1.0 −2.7 −2.4 −2.4 −1.8

Conservative AI trading⇒ less of z impounded in prices⇒ lowerME .
Gap grows with J (absent at J=1). Larger at Jω = 0.4: up to 7.4 pp.

Back
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Appendix: Hybrid Experiment — Rewards
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Informed agent earns higher rewards than uninformed agents.

Wedge grows with J and Jω.
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